
Photos for Information: A Field Study of 
Cameraphone Computer Vision 
Interactions in Tourism

Abstract 
Advances in mobile computing and computer vision can 
support camera-based interactions with mobile devices, 
including systems that use image-matching to support 
getting information about objects identified by the 
camera. These interfaces, sometimes considered mobile 
augmented reality, can be applied in many domains. 
This paper reports on a field study of these interfaces in 
a tourism application, which begins to address 
questions about embodied interaction, existing photo-
taking practices, and alternative interfaces.  
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Introduction 
Mobile devices have recently become powerful enough 
to run complex computer vision and image search 
algorithms. We now have the ability to analyze an 
image taken on a cameraphone and, within a few 
seconds, match that image against a large database of 
known images. All of this can be done using the 
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phone’s processor [4]. Mobile phone users could take a 
picture of any object then gain access to services 
related to the content of the image. 

The idealized user-centered design process begins with 
need-finding, then creating appropriate solutions and 
technologies to meet those needs. But, as is often the 
case, with the current work we began with a newly 
available technology that can be expected to have 
consequences for human-computer interaction across 
many domains and user needs [5]. To begin our 
research, we have initially focused on one particular 
domain: using the image matching system in an 
outdoor tour guide. We have developed a working 
mobile tour guide that functions as a “visual search” on 
a mobile phone: first take a picture, and then get 
information about the content in the picture. 

We ran a small field study to learn more about the 
interactions in this and similar systems and begin to 
answer our research questions. In this paper we will 
discuss the study, initial results, and how these bear on 
further research on similar interactions. 

Research Questions 
While we used tourism as the application domain, we 
are primarily concerned with research questions that 
can be answered, albeit differently, across domains.  

Many of these questions address embodied interaction 
with the system – not just pressing buttons and reading 
the display, but also walking around, pointing the 
phone, and lining up camera angles. We are interested 
in learning how users physically interact with the 
system, such as when getting information about distant 
objects or objects with multiple viewing angles (R1). 

One key advantage of a visual search system is the lack 
of infrastructure required (e.g. in comparison to bar 
codes [6] or RFID tags). However, this leads to 
situations where users may not know which objects in 
their vicinity are potentially recognizable. How do users 
cope with this issue (R2a)? And, more broadly, how do 
they choose which objects to take pictures of (R2b)? 

Similarly, how do users cope with the system failing to 
recognize an object that they are interested in (R3)? 
This may happen either because that object is not in 
the system database, or the system did not successfully 
match the image even though it had information and 
images for the object. 

In tourism and other domains, people have existing 
photo-taking practices. How do these relate to their 
model and use of this system (R4)? For example, do 
users feel that they are taking pictures purely for 
analysis by the system, or that they are taking pictures 
for themselves that the system then additionally 
analyzes (R4a)? How can this framing affect their 
experience (R4b)? 

Description of System 
The system used in the study was developed as a 
robust feature-based image matching system on a 
mobile phone [4]. It runs on a Nokia N95, a relatively 
powerful cameraphone. 

The system runs as a camera application that allows 
users to snap photos. Once a photo is taken, it is 
compared against potential matches, constrained by 
the N95’s GPS-determined location. This image 
matching is done on the phone. If the photograph 
contains a recognized object, the name of that object is 



 

displayed and the user has the option to see 
information about it. If there are multiple 
matches, they are each displayed. The 
entire process takes under five seconds. 

The initial technical prototype was capable 
of matching images and displaying results, 
so we implemented several new features for 
the tourism setting. 

The major addition was associating content 
with objects tourists would be interested in 
– primarily buildings. This content is stored 
as HTML and may have embedded links to 
other live web pages. Users can access 
these content pages either through a 
successful match after taking a picture, or 

by accessing a menu item, “See nearby objects,” that 
allows them to browse objects that are nearby. 

This system can be characterized as mobile augmented 
reality, in that it uses a “window on the world” and 
presents information based on the content of that 
window when the user captures a photo. However, it 
does not fit many traditional definitions of augmented 
reality (AR), some of which focus exclusively on 
rendering of virtual objects in real scenes [7]. 

There is considerable research on context-aware tour 
guides (e.g. [1]), including work that identifies itself as 
AR but is also situated outside the bounds of definitions 
of AR by using audio [3]. 

Field Study 
We conducted a field study of the system’s use in 
touring Stanford University.  

Background Research and Content Development 

To learn more about how people explore sites as 
tourists, we attended the official walking tour of 
Stanford University on multiple occasions [8]. These 
tours are led by a student guide and last about one 
hour. They are the principal official tour of Stanford and 
are run twice daily. Group sizes vary between 5-15 
people. Tour attendees included prospective 
undergraduates with their families, locals showing 
around a visitor, and Stanford alumni, coming back to 
see what has changed or to show family around.  

Guides discuss a variety of topics, including student life, 
campus history, academics, and building architecture.  
In our observations, the guides mixed personal 
anecdotes with memorized information about Stanford, 
telling small stories about each. In general, the tourists 
did not ask many questions. In informal interviews with 
the guides afterwards, they reported that the tourists 
were mostly satisfied with the information given by the 
guides and often did not ask for more. 

This background research led to two main design 
decisions for our tourism application. First, we designed 
the content as an alternative to a guided tour, rather 
than an addition to one. The tour guides were almost 
constantly talking and/or walking, and we believed that 
a tourist pausing to read content from a phone would 
have been disruptive to the experience. Second, we 
designed the informational content to be short and to 
the point, but also contain links to more information. 
We did not want to bog users down with multiple 
screens of content, but given the wide variety of user 
desires on these types of tours, we wanted to give 
users the choice to see more content. 

 

Figure 1: After capturing a photo, the system 
analyzes the image. It displays any matched 
objects, along with the option to see nearby 
objects. 



 

Recruitment 

Participants were 8 people unfamiliar with the Stanford 
campus, seven female and one male, ages ranging 
from 31 to 53. All had experience using their mobile 
phone’s camera or a digital camera. 

Tasks 

In designing this field study, we attempted to maintain 
a high level of realism. We developed open-ended tasks 
modeled on our observations to address our research 
questions. By recruiting participants who were 
unfamiliar with Stanford and interested in visiting it, 
they had preexisting motivations expected of tourists. 
They were invited to use the system wherever they 
wanted, not only in response to the tasks. 

Most of the tasks followed the pattern, “You see an 
object and would like to get information about it.” 
Sometimes these were nearby buildings with a clear 
viewing angle, while other times they were further 
away, or had several different potential viewing angles. 
We included tasks that took advantage of Stanford’s 
physicality to explore research questions R1-R3, such 
as instructing participants to get information about a 
large tower in the distance. Participants were also 
provided with a map of their surroundings. 

Field Study Results 
We shadowed participants during their 30-45 minute 
use of the system and then carried out a semi-
structured interview, including asking planned 
questions and following up on our specific observations. 
Below we report on some of the initial findings that 
emerge from the collected data. 

Embodied Interaction 

As mentioned, participants had no way of knowing 
which objects would be recognized by the system. The 
tour began in a cluster of buildings, and we observed 
most participants simply photographing the nearest 
buildings and then rotating in place to photograph 
others. This gave us valuable feedback on R2, but led 
to participants taking pictures from angles that we had 
not anticipated. This caused the system to not 
recognize some buildings that would match from other 
perspectives. 

This lack of visual markers also influenced how 
participants interpreted recognition failures. P8 
commented, “It could be bad if you don’t know if there 
is anything there. Should I keep trying?” We observed 
participants react to failures in several different ways 
(R3). The majority of participants adjusted their 
position, and then took another picture. Most of these 
adjustments came in the form of moving closer to the 
target object. Very few adjustments involved moving 
farther away or side-to-side. Only rarely did 
participants take another picture from the exact same 
spot. We occasionally observed participants 
immediately giving up if they did not get a match. 

Other Interfaces to Objects 

Participants were able to use the camera-based 
interface and generally reported liking it, but they also 
valued two other ways of accessing information about 
objects. 

First, participants liked the option to view a list of 
objects nearby, not just those matched by the last 

 

Figure 2: If the user selects an 
object, a single page of content is 
displayed in the phone’s Web 
browser. The pages include text, a 
photo, and sometimes links. 



 

photo captured. Many participants used this “see 
nearby objects” functionality to help cope with 
recognition failures (R3): even if the picture did not 
successfully match anything, participants could still 
access the content they desired. Some participants 
found it useful as an alternative to visual search: P1 
said, “I just used ‘see nearby’ instead of moving around 
[…] especially if I didn’t want to take more pictures.” 
This functionality could be well-suited to tourism, as 
there is value in identifying places nearby to visit, and 
points of interest are often sparse enough for all to be 
displayed. 

Second, participants reported a strong desire for a 
“history view” – a view of the objects they had seen 
earlier but might not still be nearby. One task asked 
participants to retrieve information about a previously-
seen building (which could be done by retaking the 
photo), so this likely triggered some reports of interest. 
However, not only did participants report interest in an 
“on-the-fly” history, but some distinguished a history 
that was viewable later (e.g. at home) as desired. P8 
said, “It would be interesting to keep a log of the 
descriptions I do pull up. […] If I’m sorting through my 
pictures I could better put them in context.” This 
history could serve as a record of the visit for 
themselves or for sharing with others, as in [2]. 

Framing the Camera-based Interaction 

This desire for a lasting record of the tour and context 
for captured photos highlights how participants invoked 
their existing tourism photo-taking practices while 
using this system. In our interviews with participants, 
they discussed how they framed the camera-based 
interaction in one of two ways. 

The majority described the system as taking pictures 
for their personal collection with the added bonus of 
extra information; that is, the system augmented their 
existing photography practice (R4a). Some of these 
participants described taking care to compose their 
photos, as they typically would on a tour (R2b). One of 
these participants, for example, took several close-up 
shots of a church face that she had already viewed the 
information about. 

On the other hand, two participants described their 
picture-taking as “for the system.” These participants 
treated these pictures as one-off shots that they would 
never see again, taken only for the purpose of getting 
the content on the picture subject. In contrast to the 
other participants, they said “I wasn’t trying to take 
nice pictures” (P1) and “I took rough pictures just to 
see what I was going to get” (P6). For P6, this may be 
related to the fact that he would not use a 
cameraphone as his primary camera on a tour. 

This difference in framing could influence the user 
experience: for example, level of disappointment at the 
lack of a match may depend on whether getting the 
information at the time of capture is the primary (as in 
the minority group) or secondary (majority group) 
motivation for taking the photo (R4b). 

Conclusions and Future Work 
This field study yielded interesting findings related to 
our research questions, but our current conclusions are 
limited by both the specific domain and the design of 
the study. 

The current study illustrates how the chosen domain 
can shape the experience of using the system. For 



 

example, the tourism domain allows for a synergy 
between existing photo-taking practices and the 
camera-based interface to tourist information: in 
addition to capturing an already-desired photo, users 
get additional information. This could play out 
differently in other domains; for example, people often 
want information about movies advertised by a poster, 
but much more rarely want to keep or share a photo of 
that poster. For system designers, this highlights a 
choice between tailoring the interaction to specific 
domains and using the same interaction across 
domains. Future research examining this should 
increase the realism of participants’ motivations by 
allowing them to keep the photos they capture in the 
study. 

While this system requires the user to take a picture 
before getting matching results, we have also 
developed a system that provides results in real-time 
as the user points the cameraphone [5]. This may 
seem preferable because it provides immediate 
feedback. However, the current results instead suggest 
that borrowing the interaction of photography facilitates 
augmenting an existing practice and could improve the 
experience of matching failures. Future work can 
directly make this comparison through controlled 
experiments. 
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